What Help Do Developers Seek, When and How?

Hongwei Li1, Zhenchang Xing2, Xin Peng1, Wenyun Zhao1
1School of Computer Science, Fudan University, Shanghai, China
2School of Computer Engineering, Nanyang Technological University, Singapore
{lihongwei, pengxin, wyzhao}@fudan.edu.cn
zcxing@ntu.edu.sg

Abstract—Software development often requires knowledge beyond what developers already possess. In such cases, developers have to seek help from different sources of information. As a metacognitive skill, help seeking influences software developers’ efficiency and success in many situations. However, there has been little research to provide a systematic investigation of the general process of help seeking activities in software engineering and human and system factors affecting help seeking. This paper reports our empirical study aiming to fill this gap. Our study includes two human experiments, involving 24 developers and two typical software development tasks. Our study gathers empirical data that allows us to provide an in-depth analysis of help-seeking task structures, task strategies, information sources, process model, and developers’ information needs and behaviors in seeking and using help information and in managing information during help seeking. Our study provides a detailed understanding of help seeking activities in software engineering, the challenges that software developers face, and the limitations of existing tool support. This can lead to the design and development of more efficient and usable help seeking support that helps developers become better help seekers.

Keywords—Help Seeking, Human Study, Process Model

I. INTRODUCTION

Software engineering is a knowledge-intensive activity. Today’s software developers must use diverse technologies and complex frameworks to ensure a high quality of their work products and to maximize their productivity. As such, software development often requires knowledge beyond what developers already possess. To obtain the knowledge necessary to complete the task at hand, software developers have to seek help from co-workers, project documentations, books, manuals, and digital information resources.

Help seeking is an important metacognitive skill (i.e., knowing about knowing) [30][27]. It includes knowledge about when and how to use particular strategies for learning or for problem solving. Before the widespread use of the Internet, software developers’ help seeking activity was significantly dependent on communication with co-workers [14]. The prevalence of online resources has fundamentally changed the way software developers find and use help.

The availability of open source projects (e.g., sourceforge.net, github) and the popularization of online technical manuals (e.g., MSDN, Java tutorial), technical blogs (e.g., codeproject.com, iteye.com, blog.csdn.com), and socio-professional media (e.g., Stack Overflow) contribute to a fast-growing body of online knowledge for software development [4], which software developers have perceived as their “key information resource”. The ability to search, understand, and use this online knowledge is one of the key abilities affecting software engineers’ efficiency and success [34].

Human’s help seeking behavior, such as process of help seeking and human and system factors affecting help seeking, has been extensively studied in social contexts, such as classrooms and interactive learning environments [1][12]. In the context of software engineering, a significant amount of literature exists aiming to understand software developers’ information behavior and needs [25][18][37][38], cognitive process [21][31][10], work habit [19][11] in various types of software engineering tasks (e.g., debugging, program exploration, reengineering). When it comes to research on help seeking the focus has been on code search engines [3][20] and recommender systems [16][28][39]. However, there has been little research to provide a systematic investigation of software developers’ help seeking behavior in terms of what help developers seek, when and where they seek help and how.

This paper reports our empirical study aiming to fill this gap. Our study includes two human experiments. The first experiment involves 11 developers and the task is to develop a socket-based peer-to-peer chat software from scratch. The second experiment involves 13 developers and the task is to maintain an existing Eclipse plugin (including two subtasks: fixing two bugs in the plugin and extending the plugin with additional features).

Our study gathers empirical data to answer the following questions regarding help-seeking activities in software engineering:

• In which situation do developers seek help? What do they look for? What strategies do they use?
• Where do developers search? Do they have preferences in different situations?
• Are there distinct phases in help seeking? How do developers start, proceed, and finish the task? What factors affect the process of help seeking?
• What strategies do developers use for managing information during help seeking process? What are the challenges they face?

Our study provides a detailed understanding of both static and dynamic perspectives of help seeking activities in
software engineering. The static perspective includes help-seeking task structure, task strategies, and information sources. The dynamic perspective includes process model and developers’ information needs and behavior in finding and using help information as well as in managing information during help seeking. It also identifies the challenges that software developers face and the limitations of existing tool support. Our study results can lead to design and development of more human-centric, context-sensitive, and holistic help-seeking solutions for finding and using online knowledge.

The remainder of the paper is organized as follows. Section II reviews related work. Section III describes the design of our study. Section IV reports our study results. Section V discusses insights and lessons learned from our results. Section VI discusses threats to our study. Finally, we conclude and outline our future plan.

II. RELATED WORK

Help seeking has been extensively studied in pedagogy and instructional design [27][30][17][12][1]. It has been recognized as an important metacognitive skill and self-regulated behavior. A variety of learner characteristics (e.g., priori knowledge [40], self-assessment [30]) influence help seeking individually or in combination. Furthermore, a variety of system factors (e.g., context sensitivity, domain-specific representation, quality of text and multimedia information) may cause different types of help seeking activities and result in different learning outcomes [1]. These sociological studies provide a general framework for the design and analysis of our study.

Researchers have investigated software developers’ information behavior and needs [25][18][29], cognitive process [10][31][21], work habit [19][11] in writing, changing and debugging software. Their goal is to elicit requirements for more efficient software development environments and tools. Brandt et al. [4] study how developers interleave web foraging, learning, and writing code. Umarji et al. [35] investigate developers’ code searching practices using anecdotal online questionnaire. These studies focus mainly on Internet-scale code search and reuse practice. In contrast, our study investigates help seeking activities in software engineering which include but are not limited to code reuse. Furthermore, existing studies examine only the static perspective of code reuse practice, such as search motivations, information sources, and size of reused code. Our study provides an in-depth quantitative and qualitative analysis of both static and dynamic perspectives of help seeking in software engineering.

Code search engines [3][20] have been proposed to provide domain-specific search services for developers. Recommender systems [16][28][39][23] have been proposed to address the information overload problem in software engineering. To leverage prevalent online knowledge for software development (e.g., Stack Overflow), several tools [2][3] have been proposed to integrate code search and crowdsourced knowledge. While useful in some ways, existing tools support mainly search activities in software development. Our study shows that developers spend much more time on selecting, integrating and verifying help information than searching. However, select, integration, and verification activities are under studied and under supported.

Existing work studies and supports search, select, integration and verification individually. Holmes et al. [15] proposed that end-to-end support is needed for reusing code examples. Our study confirms their observation. In addition, our study reveals the very dynamic and iterative nature of help seeking processes. This dynamic and iterative nature calls for more holistic and flexible support for help seeking than a simple pipeline-style tool chain.

III. EXPERIMENT DESIGN

We now describe the design of our human experiments, participants, tasks, and development environments. Note that our experiment design was based on the survey of existing literature and the discussion of a focus group that includes three authors and three developers with different background, experience and skills. This literature survey and focus group discussion also provided guideline for the analysis of empirical data collected in our experiments.

A. Overview

Table 1 summarizes our study. Our literature survey and focus group discussion identified two typical software development tasks that may differ in two important ways: developing new software versus maintaining existing software, and reusing library APIs versus framework-based plugin development. Thus, we designed two experiments in our study, involving 11 and 13 developers (recruited from our graduate school in Fudan University) respectively. The Experiment1 task is to develop a chat software based on socket APIs, while the Experiment2 task is to maintain an existing Eclipse editor plugin.

Furthermore, our literature survey and focus group discussion identified four types of help seeking tasks: 1) feature-oriented for implementing new features or extending existing features; 2) API-oriented for reuseing library or framework APIs; 3) configuration-oriented for configure system or framework environments; and 4) error-oriented for fixing compilation or runtime errors. The Experiment2 task covers all the four types of identified help-seeking tasks, while the Experiment1 task covers feature- and API-oriented and (potentially) error-oriented help seeking.

Before each experiment, we conducted a pre-study survey of developers’ development experiences. Furthermore, we
offered a short tutorial to explain task requirements and some technical details such as socket port range, Eclipse plugin development basics.

As the objective of our study is to investigate help-seeking behavior and process in software engineering, we put less emphasis on the delivery of working software in our study. Thus, we asked participants to spend up to two hours on each task in Experiment 1 and Experiment 2. They were allowed to submit their results anytime no matter whether or not they completed the task. We believe this helps to elicit “true” help seeking behavior rather than help seeking behavior biased by the concern of completing the assigned task on time.

It is important to note that during the experiments we had no constraints on what kinds of help developers can seek, when and where they can seek help and how. This is because we want to be more opportunistic and let interesting help seeking behavior emerge through the experiments, rather than limit our study to some preconceived areas of focus.

Because we need to analyze behavior and process of each participant in completing the assigned task, we required the participants to run a full-screen recorder once they started working on the tasks. The screen recorder recorded all screen activities of participants’ working computers and discussions between participants (sound quality varies depending on the distance to the participants’ working computers).

We also encouraged participants to “thinking aloud” [36] during the experiments for important actions and strategies. Furthermore, after experiment participants were asked to fill out a questionnaire immediately as their memory was still fresh. This post-experiment questionnaire asked information sources where developers seek help, and important actions, intentions and strategies during their help seeking process. This questionnaire provides a qualitative overview of developers’ task completion process. Think-aloud hints and post-experiment questionnaires are important to understand developers’ behavior, especially their intentions and strategies, when we analyze and transcribe task videos.

B. Experiment Tasks

Our study included two software development tasks. Our design goal was to elicit all four types of help seeking behaviors in our experiments. To that end, we designed software development and maintenance tasks that are likely to incur different types of help seeking.

The first task we designed is to develop a P2P chat software. The software should support the following features: 1) set and display user name, 2) connect to a given IP address, 3) after establishing connection, send text messages to and receive text messages from the given IP address, 4) record and display chat history. To implement these features, developers may need to perform feature-oriented help seeking. Furthermore, developers have to use thread APIs, socket APIs, and use certain GUI framework (e.g., Eclipse SWT or Java Swing) in their implementation. This may incur API-oriented help seeking. Developers also need to determine and choose proper socket ports for client-server communications. Because socket ports below 8000 are often used by other programs, choosing an already-in-use ports will result in a runtime error, which may in turn incur error-oriented help seeking.

The second task is to maintain an existing Eclipse editor plugin. This task includes two subtasks. The first subtask is to fix two bugs in the existing implementation. First, the plugin’s configuration file contains an error. The class attribute of the editor extension point is incorrect (i.e., using a wrong class name). Due to this bug, when the user attempts to open a new editor, nothing happens. After fixing this bug, when the user attempts to open a new editor, the plugin throws an IllegalArgumentException. Fixing these two bugs incurs not only API-oriented help seeking but also error-oriented and configuration-oriented help seeking. After developers fix bugs and open a new editor successfully, the second subtask asks developers to extend an existing editor plugin with file open/save/close features and file content statistics (e.g., word count) feature. Implementing these new features requires developers use proper Eclipse interfaces and extension points (e.g., view or status bar). As such, the second subtask will incur feature-oriented, API-oriented, and configuration-oriented help seeking.

C. Participants

In this study, we recruited 24 graduate students from our school in Fudan University. 11 students participated in Experiment 1, another 13 different students participated in Experiment 2. We used students as participants because they can represent junior developers who need help the most during software development. Based on our pre-study survey, we rated participants’ programming experience at three levels in terms of lines of code they have developed and their a priori knowledge of specific libraries or frameworks that need to be used in the task.

In Experiment 1, two developers had developed over 50K lines of code (LOC), and they had experience in socket programming. We considered them as A-level experience. Eight developers had developed 5K-50K LOC. None of them had socket-programming experience. We considered them as B-level experience. One developer had developed less than 5K LOC and he had no socket-programming experience. We considered him as C-level experience.

In Experiment 2, two developers had developed over 50,000 LOC. One of them had Eclipse plugin development experience, while the other did not. We considered these two developers as A-level experience. Eight developers had developed 5,000-50,000 LOC. We considered them as B-level experience. The rest three developers had developed less than 5,000 LOC. We considered them as C-level experience. Three B-level developers had understood the basics and five B-level and all C-level developers had no experience in Eclipse plugin development.

D. Experiment Environment

Our experiments were conducted in our software engineering lab. Participants were allowed to use their preferred working computer (laptop or PC). All computers used Windows 7 or newer operation systems. They all...
installed full screen recorder software. Their development environments were Eclipse3.6 (or newer) or MyEclipse8.0 (or newer), and JDK1.6.30 (or newer). During the experiment, we allowed participants to discuss with other participants. The goal is to simulate a more natural working environment in which developers can discuss with their co-workers. Note that the screen recorder software we used can record participants’ discussions when they are close enough to their working computers through sound recording.

IV. RESULTS

In this section, we discuss both quantitatively and qualitatively the empirical data that we collected in our study. Our literature survey and focus group discussion suggest that we should analyze help seeking activities from two perspectives, i.e., static perspective including help seeking tasks and information sources, and dynamic perspective including help seeking process and developers’ information needs and behavior in the process.

Our analysis is based on about 35 hours of task videos and 24 post-experiment questionnaires collected in the two experiments. In Experiment1, the 11 developers spent on average 92±19 minutes on the development task. Two developers delivered a working chat software that supports all required features by the experiment task description, while the rest nine developers delivered a partially-featured chat software. In Experiment2, the 13 developers spent 84±24 minutes on the maintenance task. Three developers delivered a fully-featured editor plugin as required by the experiment task description; eight developers fixed bugs in the plugin and delivered a partially-featured editor plugin; two developers failed to fix bugs in the plugin and thus did not implement additional plugin features.

We watched each developer’s task video and transcribed it into a sequence of working sessions. For each working session, we recorded session duration, help-seeking tasks in the session (feature-, API-, error- or configuration-oriented), information sources being explored (e.g., technical blogs, API documents), and important actions and intentions of these actions (e.g., search on Google, select useful online resources, integrate online examples, verify resulting program). We used recorded discussions, think-aloud hints and questionnaires responses to assist the analysis of task videos. We stored video transcripts into a database. We analyzed these video transcripts to answer questions regarding help seeking activities in software engineering (see Section I for a list of questions that we investigated).

A. Help Seeking Tasks and Information Sources

We first discuss our analysis from static perspective of help seeking, i.e., help seeking task structure, task strategies, and information sources.

1) Task Structure

Our analysis of task videos of the two experiments suggests that different types of help-seeking tasks are not independent of one another. Instead, they have rich semantic relations that correspond well to work breakdown structure [33] of a software development task. We model help-seeking tasks and their relations using a metamodel (see Figure 1).

Users usually described software system with features which are observable to the users [9]. A composite feature can comprise some subfeatures. Thus, a feature-oriented help seeking may be composed of help seeking activities for subfeatures. To implement a feature, developers usually need to use libraries and frameworks. For example, in Experiment1, to specify an IP address, developers may use GUI framework components such as Java Swing’s JTextField. To connect to the given IP address, they need to use socket APIs. In Experiment2, developers need to implement the abstract class EditorPart for saving file edits, and extend either view or status bar extension points for showing file statistics. As such, developers may have to seek help in programming with library/framework APIs with proper parameters and/or configuration (i.e., API-oriented and configuration-oriented help seeking).

Due to misuse of APIs or misconfiguration of frameworks, developers may encounter errors. For example, in Experiment1, a TCP port has already been used. In addition to errors generated in development process, errors may also be reported by users. For example, in Experiment2, a new editor cannot be successfully opened using Eclipse editor plugin. These errors will trigger error-oriented help seeking. Note that an error-oriented help seeking may be composed of several help seeking activities for suberrors. For example, the cannot-open-new-editor error in Eclipse editor plugin is caused by two bugs in the plugin implementation. To fix an error, developers may have to seek help in programming with library/framework APIs with proper parameters and/or configuration. For example, to fix the two bugs in Eclipse editor plugin, developers need to learn how to properly configure and use Eclipse editor extension points and relevant APIs.

Our analysis shows that help seeking is an integral part of software development. In the course of completing a software development task, developers may need to seek help to achieve the objective of the task when they do not possess knowledge necessary to complete the task.

2) Task Strategy

Help seeking has been considered as a metacognitive skill [30][27] for knowing when and how to use particular strategies for learning or for problem solving. To understand developers’ help seeking strategy for different types of help seeking tasks, we analyzed post-experiment questionnaires for recurring strategies using open coding [24] and a grounded theory approach [32].

Our analysis identified four types of help-seeking strategies. Table 2 summarizes the percentage of participants
in the two experiments who adopted different help-seeking strategies for different types of help-seeking tasks. Online crowdsourced knowledge refers to online code examples, technical blogs, forum discussions, and Q&A posts. Our further task video analysis suggests that developers usually use search engine (e.g., Google, Baidu) to find online crowdsourced knowledge that may satisfy their learning needs (see Section IV.A.3).

<table>
<thead>
<tr>
<th>Table 2 Preferences of help seeking strategies</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>Experiment1</strong></td>
</tr>
<tr>
<td>Configuration-oriented</td>
</tr>
<tr>
<td>Feature-oriented</td>
</tr>
<tr>
<td>Error-oriented</td>
</tr>
<tr>
<td>API-oriented</td>
</tr>
<tr>
<td><strong>Experiment2</strong></td>
</tr>
<tr>
<td>Configuration-oriented</td>
</tr>
<tr>
<td>Feature-oriented</td>
</tr>
<tr>
<td>Error-oriented</td>
</tr>
<tr>
<td>API-oriented</td>
</tr>
</tbody>
</table>

Formal technical documentations refer to API specifications, books, technical manual. Note that most of such technical documentations are available online nowadays. But technical documentations are different from online crowdsourced knowledge in that technical documentations are formally produced by software producers, while crowdsourced knowledge is implicitly generated by a community of users.

Our analysis shows that developers may solve problems based on their previous experience and knowledge. Questionnaire responses indicate that these developers still need to seek help from previous projects and online resources. But our further task video analysis suggests that their goal is to recall and confirm technical details. As such, help-seeking behavior of developers who solve problems based on previous knowledge is different from that of developers learning unfamiliar knowledge (see Section IV.B.1).

Developers still consult experts for different types of help. Our questionnaire responses and task video analysis suggest that the way that developers consult experts become more virtual. For example, developers may contact experts using social media (such as Skype). Furthermore, experts also become more virtual; they may no longer be somebody that developers know of. For example, developers can post a question to a community of developers using online Q&A service such as Stack Overflow. Both questions and replies will become online crowdsourced knowledge that can be further used by many others in communities of practice [5].

Table 2 summarizes developers’ preferences of different strategies for different types of help seeking tasks. Our questionnaire data suggests that using online crowdsourced knowledge is the most commonly adopted strategy for feature-oriented help seeking. For API-oriented help seeking, developers prefer the most formal technical documentation. To fix errors, developers prefer to use online crowdsourced knowledge or solve the problems based on their previous experience. None of our participants seek help in formal technical documentations for fixing errors. Technical documentations are usually designed for correct usage scenarios; they may offer little help in dealing with erroneous scenarios. For configuration-oriented help seeking, developers prefer to use crowdsourced knowledge and technical documentations.

3) Information Sources

We analyzed participants’ task videos to identify specific information sources where developers find useful information or knowledge for completing the assigned tasks. Our analysis identified 10 types of useful information sources. Table 3 summarizes how many times developers in the two experiments find useful information in specific information sources. The values in brackets are average times per developer.

<table>
<thead>
<tr>
<th>Table 3 Statistics of useful information sources</th>
</tr>
</thead>
<tbody>
<tr>
<td>Information Sources</td>
</tr>
<tr>
<td>Technical Blogs</td>
</tr>
<tr>
<td>doc sharing sites</td>
</tr>
<tr>
<td>Q&amp;A web sites</td>
</tr>
<tr>
<td>API spec</td>
</tr>
<tr>
<td>Forum discussions</td>
</tr>
<tr>
<td>Code example sites</td>
</tr>
<tr>
<td>Expert</td>
</tr>
<tr>
<td>Previous projects</td>
</tr>
<tr>
<td>Online tutorials</td>
</tr>
<tr>
<td>Code hosting sites</td>
</tr>
</tbody>
</table>

Overall, technical blogs (e.g., iteye.com, blog.163.com) are the most useful information sources for both tasks in the two experiments. Next in the list, document sharing web sites (e.g., wenku.baidu.com, www.360doc.com) and Q&A sites (such as zhidao.baidu.com) are useful information sources for the development of the chat software in Experiment1, while document sharing web sites and API specifications are useful information sources for the maintenance of Eclipse editor plugin in Experiment2.

In our two experiments, developers find code hosting and code example web sites less useful than other information sources. In Experiment1, none of the eleven developers used code hosting web sites, and one developer used code example web site seven times. In Experiment2, two of the 13 developers used cost hosting web site in total twice, and another two developers used code example web sites in total four times. Our interviews with participants suggest that they found those code hosting or code example web sites provide mostly code-oriented information. However, when they seek help for a software engineering task, they often need more knowledge-oriented information that can help them understand techniques in code examples.

Our task video analysis reveals that developers heavily rely on search engines (such as Google, Baidu, and Bing) to find useful technical blogs, forum discussions, and Q&A posts. Only one participant in Experiment1 did not use
search engine. This developer had developed a similar communication project before. He completed the task by reusing code from his previous project. One participant in Experiment2 used search engine only once and opened two technical blogs. This developer is very experienced in Eclipse plugin development. He quickly visited the two technical blogs to recall and confirm some technical details. Except these two participants, developers in Experiment1 used search engines 4.31±2.10 times, while developers in Experiment2 used search engines 6.60±2.92 times.

In our experiments, a developer may seek help from various information sources. Each developer on average used 4.82±1.59 (means ± standard deviation) information sources in Experiment1 and 4.69±1.77 information sources in Experiment2. Our analysis suggests that B-level developers use information sources most diversely (5.38±1.11 in Experiment1 and 5.25±1.56 in Experiment2 information sources), followed by C-level developers (4±0 in Experiment1 and 4.67±1.70 in Experiment2), and A-level developers (3±2 in Experiment1 and 2.5±0.5 in Experiment2). A plausible explanation could be A-level developers already possess the necessary knowledge, while C-level developers do not know of as many types of information sources as B-level developers.

B. Help Seeking Process

To understand the dynamic perspective of help seeking in software engineering, we analyzed task video transcripts for distinct phases using open coding [24] and a grounded theory approach [32]. We identified five distinct phases, i.e., search help information, select potentially useful information, integrate help information, verify help information or integration results, and manage help information. In this section, we first discuss the help seeking process model. We then elaborate on the five phases and their transitions.

1) Process Model

Figure 2 and Figure 3 show process models of A-level, B-level, and C-level developers in the two experiments respectively. Graph nodes represent distinct phases that we identified. The area of a node represents average times that the corresponding phase occurs in the course of completing the assigned task for a particular level of developers. Graph edges represent transitions from one phase to another. The thickness and grayscale of an edge represents the average number of corresponding transitions that happened in the course of completing the assigned task for a particular level of developers.

It is clear that help seeking does not follow a sequential or waterfall process. In contrast, it is iterative and dynamic by nature. The Search and select phase is to find useful help information to solve the problem. The Integration and verification phase is to actually use help information to solve the problem. The most common transitions from finding help to using help are from the select phase to the integration phase. However, transitions between other phases are also frequently present (see Section IV.B.2). All these transitions constitute an iterative and dynamic process of help seeking.

Note that we had only one C-level developer in Experiment1. This developer performed 4 times of search on Google. He found a high-quality web page about socket programming. Thus, he spent only 12% of his working time on searching and selecting help information. Then, he spent most (88%) of his working time on learning this web page and integrating the code example in the page into his project. He performed some simple verification at the end of integration. This developer is not representative for C-level developers. But his task completion process also shows the importance of good search engine and high-quality information sources. If a less experienced developer can find such high-quality information sources quickly, he may complete relevant software development task smoothly.

Overall, A-level developers spent most of their efforts on integrating and verifying help information. They performed more integration and verification actions than search and select actions. B-level developers spent similar efforts on finding help information and using the information. C-level developers spent most of their efforts on selecting and integrating help information.

B-level developers had the most dynamic and iterative help seeking process. They may transit from one phase to any other three phases during help seeking. A-level developers performed more iterative integration and verification. C-level developers transit back and forth mainly between select and integration phases.

It is interesting to note that developers may transit to the manage-information phase from all four other phases. This is especially the case for B-level developers as they tend to use more information sources than other levels of developers (see Section IV.A.3).

2) Finding Help: Searching and Selecting

The process models in Figure 2 and Figure 3 show that developers of different experience levels show different information needs and behavior in finding help information. Because A-level developers know what information they need and where to find it, they can often quickly find the needed information and determine its relevance. For example, an A-level developer in Experiment1 imported a similar communication project that he has developed before and quickly found reusable parts that can be integrated in the assigned task. In Experiment2, an A-level developer entered a precise query on search engine and then opened two highly relevant technical blogs. He quickly read through the blogs to refresh his memory and then started fixing plugin bugs. As such, the help seeking process of A-level developers shows very few numbers of search and select phases and very few search-select iterations. These experienced developers spent only about 11% in Experiment1 and 16% in Experiment2 of their working time on searching and selecting help information.

Compared with A-level developers, B-level and C-level developers in our experiment relied heavily on crowdsourced knowledge and search engines. They performed more search-select iterations to search, compare, assess and learn online knowledge. As such, B-level and C-level developers spent more time on finding help information, about 24% in Experiment1 and 36% in Experiment2 of working time of B-level developers, and about 12% in Experiment1 and 42% in Experiment2 of working time of C-level developers.
After finding useful help information, developers in our Experiments proceeded to use the found information in several ways. The most common way (about 55% in Experiment1 and 46% in Experiment2 of all transitions from Find Help to Use Help) is to integrate the selected information (i.e., Select $\rightarrow$ Integrate) to solve the problem at hand. Developers may also integrate search results directly (i.e., Search $\rightarrow$ Integrate, about 15% in Experiment1 and 19% in Experiment2 of all Find $\rightarrow$ Use transitions). This usually happens in API-oriented help seeking. Finally, Developers may not directly integrate the found information. In contrast, they may verify the information in a separate project (i.e., Search $\rightarrow$ Verify, Select $\rightarrow$ Verify, about 31% in Experiment1 and 36% in Experiment2 of all Find $\rightarrow$ Use transitions) before they integrate it into their solution. This verification step can be considered as extended select or pre-integration to better determine the quality of help information.

Note that searching help information is not always as straightforward as expected, especially for error-oriented or configuration-oriented help seeking, because the system may not give enough hints about what went wrong or what needs to be done. For example, the buggy Eclipse editor plugin in Experiment2 cannot open a new editor properly, but it does not give any clear error message about the incorrect configuration value. This makes it very difficult to start help seeking as developers were clueless about what went wrong.

3) Using Help: Integrating and Verifying

Developers of different experience levels also show different information needs and behavior in using help information. A-level developers spent 84% in Experiment1 and 89% in Experiment2 of their working time on integrating and verifying help information, while B-level developers spent 76% in Experiment1 and 64% in Experiment2 of their working time on integration and verification, C-level developers spent 88% in Experiment1 and 58% in Experiment2 of their working time on integration and verification. Furthermore, A-level developers performed more iterative integration-verification cycles than B-level and C-level developers.

Developers adopt different strategies for integrating help information. In both Experiment1 and Experiment2, one developer is very familiar with the assigned tasks. Thus, they directly write and modify the code of the assigned tasks with no or little search and selection of help information. Basically, they completed the tasks based mainly on the knowledge they possess. The rest 22 developers in our experiments adopt copy-paste-modify practices to reuse code or solutions found in help information. If code or solutions in help information is similar to what developers need but cannot be directly reused, developers will develop their solutions by referencing the found help information. In our experiments, we found two developers who performed refactoring after integrating help information in order to improve code maintainability and achieve better design.

The process models in Figure 2 and Figure 3 show that while developers integrate and verify help information, they often go back to search and/or select phases. First, developers may perform incremental integration. They need to go back to search or select more information. This accounts for 59% in Experiment1 and 50% in Experiment2 of all transitions from Use Help to Find Help. Second, developers may encounter errors during integration or verification of help information. For example, if developers
use an already-in-use socket port for socket connection, they will encounter runtime error of port collision. To fix such errors, developers need to go back to the original help information to investigate what he may miss. Or they may start a new search and/or select alternative solutions. Or they may initiate a new error-oriented help seeking process for the port collision error.

4) Managing Help Information

Our empirical data suggest that help seeking is not only about finding and using help information. It is also about managing a large amount of help information during help seeking. We identified two places where effective information management strategies are needed.

First, the quality of help information, especially online crowdsourced knowledge varies greatly. Search engines may return seemingly different but essentially duplicated information (e.g., reposted or similar answers). During the select phase, developers need to manage such low-quality, irrelevant, or repetitive information. We observed two strategies for managing help information during the select phase. Some developers in our experiments threw away such information immediately. They opened a web page, quickly read through its content, and closed the page if they considered the page content useless or duplicate. We observed 28 times such open-immediate-close actions by 10 developers. Other developers tended to open multiple web pages at the same time. They then inspected opened web pages one by one and closed useless or duplicated pages after inspection. We observed 40 times such actions by 12 developers.

Second, after developers integrate help information and verify integration results, they may close relevant web pages, documentations and/or source files. Or developers may verify the quality of online code examples in a separate project. After they confirm the usefulness of those code examples, they may close or even delete this experimental project.

We found that managing help information goes beyond closing opened webpages or files. Developers also need effective screen management during integration of help information into their projects. Help information that developers find is usually separated from IDEs. As a result, developers have to work with multiple windows. In our experiments, developers usually opened about 3-5 task-related windows, which often include IDE, task description editor, and browsers in the course of completing the task. Thus, keeping only the most relevant information on the screen affects efficiency of integration.

Furthermore, developers also need to keep track of help information he or she finds or uses during a software engineering task. We observed 17 times re-finding or reopening closed web pages, API documentations, or source files by nine developers. For example, one developer in Experiment2 closed the web page about Eclipse plug-in configuration after he or she integrated a code example in the web page into his project. Later on he found he still needs this webpage for file open/save/close features, especially for save feature. Then, he had to re-find this webpage using search engine again.

V. DISCUSSION

Conducting this study has given us interesting insights into the challenges that software developers face during help seeking activities and the limitations of existing tool support. We discuss them in this section. We also propose how help seeking in software engineering can be better supported.

A. Understanding, Monitoring and Using Working Context

Our study shows that help seeking is an integral part of software development tasks and thus should be studied and supported in the larger context of software development. However, existing tools for finding and using help information are largely agnostic of developers’ working context. For example, although developers rely heavily on search engines and online resources, current search tools are separate from software development environments and thus cannot make use of developers’ working context. This separation also incurs the difficulties in information and screen management during help seeking.

Several recent research efforts [3][2] propose to embed search tools in the development environments. They can leverage the developers’ working context to reduce the cost of constructing a good query, which can improve search result quality. These solutions are limited because they use only simple program context. However, help seeking happens in a more complex application, environment, and user context. For example, existing solutions can offer little help in finding useful solution for the configuration error in Experiment2 task. Furthermore, existing solutions consider context as a static set of facts providing the background for search. However, our analysis of help seeking process suggests that context is dynamically changing as the current context induces actions which give rise to further contexts in the iterative help seeking process.

Furthermore, our study also shows that help seeking goes far beyond a search task. Help seeking requires browsing through several alternatives, comparing and assessing them, and possibly selecting and integrating solutions from several information sources in a very dynamic and iterative process. Unfortunately, contextual information has not been exploited to support help seeking phases other than search.

Our study results call for more holistic understanding, monitoring and utilization of developers’ working context in which help seeking occurs. We need to better understand types, scope and observability of contextual information as well as their utility in meeting developers’ information needs in seeking and using help information during software development. This better understanding will allow us to better monitor and react to developers’ information needs and working status as they work. For example, we may perform implicit search to proactively find and deliver the information developers need when they need it as developers integrate information from multiple sources.

In addition to assisting search, we may also use contextual information to better augment the presentation of search results to allow developers to evaluate results more rapidly, reducing the cost of selecting a good result. Furthermore, monitoring developers’ working context allows us to keep track of developers’ help seeking history. This history can
help to refine useful help information. More important, it provides an opportunity for more effective information and screen management by implicitly linking or grouping help information immediately relevant to developers’ task.

B. Supporting Peer-to-Peer Architecture for Help Seeking

Our study shows that the help seeking process is dynamic and iterative. However, this dynamic and iterative nature has not been widely appreciated. Existing tools usually support each phase individually. Holmes et al. [15] proposed that end-to-end support is needed for reusing code examples. Our study suggests that a pipeline style tool chain may not work effectively for help seeking. First, phases may not be easily separated from each other, for example search-select or integrate-verify. Second, help seeking rarely goes through an ideal sequence of phases, from search, select, integrate to verify. Instead, developers can go to any other phases from a given phase depending on feedbacks collected in the phase.

An effective help seeking tool must take into account all phases as a whole and also feedback loops among phases. A peer-to-peer architecture [6] in which each phase is both service requestor and provider can better support iterative process of help seeking. This peer-to-peer architecture allows phases to be integrated more flexibly.

For example, our study shows that search engines often return links to duplicated contents that waste time to examine and provide no new information. Furthermore, developers have to click through a list of web pages to compare and assess similar ones. A better search-select integration could automatically analyze search results using clustering and program analysis (e.g., clone analysis, software differencing) techniques. This can provide a high-level structure over search results and also highlight their commonalities and differences, reducing the cost of selecting a good result. Furthermore, we may also monitor developers’ selections of information sources and issues they encounter during integration and verification phases. Such contextual information may be used as feedbacks to enable search engine to return results of increasing utility.

As another example, our study shows that developers spend more time on integration and verification than on searching and selecting. One particular reason is that developers have to reconcile many inconsistent names in code snippets. A smart integration tool should support auto-complete and undo/redo mechanism so that developers can easily embed online code snippets in a new context while maintaining parameter names and styling conventions. This smart auto-complete mechanism may also be used to speculatively integrate search result [26] to identify results with least integration problems. This allows developers to better select help information based on not only relevance but also potential integration efforts needed. It also allows developers to be more experimental in selecting alternative solutions and to spend more time on verifying the resulting programs instead of fixing tons of compilation errors.

C. Helping Developers Become Better Help Seekers

Our study shows that developers frequently used online crowdsourced knowledge for completing software development tasks. Several recent research tools [2] start integrating online crowdsourced knowledge (e.g., Stack Overflow) into the development environments. Others enable developers to share their work (e.g., navigation data [8], execution trace [13], modification of copied online code snippets [22]) directly from the development environment.

These tools allow developers to leverage the body of knowledge on socio-professional media as well as create opportunities for others. They make it easier for developers to share and find useful software artifacts such as code examples and bug fixes. However, software artifacts provide only a finished view. When it comes to learning in working the very act of doing a job provides real opportunities to learn and develop. This may explain why in our experiments developers prefer technical blogs over code hosting web sites. High-quality blogs often provide detailed background knowledge and step-by-step instructions. This makes it easier to select and integrate help information.

This result suggests that we need a new paradigm that allows developers to share not only software artifacts but also their behavior information, i.e., how they produce these software artifacts. Cloud-based IDEs such as Cloud9 IDE [7] may provide infrastructure to easily gather not only artifacts but also behavior information of developers. Wisdoms of crowds may then be mined from mass artifact and behavior data. This cloud-based infrastructure can also support unobtrusive monitoring of developers’ working context.

This new paradigm can support communities-of-practice [5] that allow developers to pick up not just information (“know what”) but also invaluable “know now” for solving a specific problem. Furthermore, it provides opportunities to help developers become better help seekers. As a metacognitive skill [1], our study shows that help seeking is not just about solving a specific problem, it is also about learning when and how to use a particular strategy to find useful information for problem solving. This new paradigm may help to record how a community of developers seek and use help information for similar problems. Such help seeking metaknowledge may provide guided navigation that leads developers to the information they need as quick as possible.

VI. Threats to Validity

A major threat to the internal validity of our empirical study is that many findings in this study were based on our subjective interpretations of participants’ task videos and post-experiment questionnaires. The complexity of developers’ actions during help seeking may incur errors in our analysis, especially for quantitative analysis of developer’s help seeking process and their information behavior and needs in finding and using help. The other threat to the internal validity of the study is the evaluation of developers’ program experience. This may threaten the analysis of the impacts of human factors on help seeking.

A major threat to the external validity of the study is that we studied developers’ work in controlled experiments instead of a real-world context. Although we designed two realistic tasks, the complexity of the software to be developed or maintained may limit the generalizability of
our findings. Furthermore, due to the limited number of developers and their limited diversity, our study is anecdotal and exploratory by nature. Further studies are required to generalize our findings with professional developers, industrial systems and real software engineering tasks.

VII. CONCLUSION AND FUTURE WORK

This paper reported our empirical study of help seeking activities in software engineering. Our study investigated both static and dynamic perspectives of help seeking in software development and maintenance. Our study showed that 1) help seeking is an integral part of software development. It must be understood and supported in the larger context of software development; 2) help seeking involves dynamic and iterative searching, selecting, integrating, verifying, and managing help information. An effective help seeking tool must consider all these activities as a whole and also feedback loops among these activities; 3) help seeking is not just about useful information (i.e., know what”). It is also about invaluable “know-how” for solving the problems. A cloud-based communities-of-practice may provide opportunities to help developers become better help seekers. Inspired by the study results, we will investigate cloud-based, human-centric, context-sensitive environments and tools for supporting help seeking in software engineering.

ACKNOWLEDGEMENT

This work is supported by National High Technology Development 863 Program of China under Grant No.2013AA01A605, and by NTU SUG M4081029.020.

REFERENCES